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A Metagenome Letdown

In my Bioinformatics class we were given a random sequence taken from one of two hot springs in the Yellowstone area, Octopus or Bear Paw. We were basically told to find out what we can about this sequence. Hopefully we’ll find proteins or genes, something significant. We claimed our reads on the program Biobike. This is a program that we use in the Bioinformatics program that can manipulate sequences and spit out information about the sequence such as length or codon frequencies. People typically received two reads when claiming because DNA is double-stranded, so one read was the complement of the other. But they might not have been exact matches, but if extended they will eventually be complements. Some people may have received more though. I personally received two reads from the Octopus hot spring. Because they were complements I felt it only necessary to use one read for my analyses. I chose the longer of the two reads because I knew that I would have to extend my read later on because 1013 nucleotides was not long enough to find any gene or protein encoded in my viral sequence; and that by choosing the longer of the two reads, that would give me a leg-up on the extension task. 


Initially upon claiming my read, I blasted it against all known sequences, though I wasn’t expecting much. By blast I mean I used a “sequence-similar-to” option on Biobike that returns to you sequences that are consistent with the one you have put in. Not to my surprise, no similar matches (if there had been then I wouldn’t have had to have been trying to find a protein or gene because it would already have been known; this project would’ve been pointless). I wasn’t sure where to go from there, so I then decided to work on a problem set given in class. My professor always says “If you get stuck doing something, you’ve probably seen it before.” This problem set made us blast the first 100 reads of our particular hot spring (octopus in my situation) to see how they lined up to one another. We were supposed to specify so just the first 100 nucleotides showed up in the results window. Once I got the results I placed them into Microsoft word and began highlighting similar sequences in the reads, this made it quite easy to see what was going on. What I saw was that the sequences all contained basically the same nucleotide sequence in the first 50-60 nucleotides. With help from my professor we figured out that it was a linker sequence that was not at all important to the cause. We referred to an article we looked at as homework, Schoenfeld et al. which was about scientists that performed this same viral metagenome experiment. They sheared the viral genomes and added a linker sequence so they could amplify the sequence. This linker sequence was the same as the one in my Word document. If this was the situation for the first 100 reads of Octopus, it’s probably true for all reads, including my own. I looked up the sequence for my read and saw that mine contained the linker sequence as well. Now I had to find a way to edit the sequences because if I kept the linker sequence I would keep getting false results. I decided to just cut the sequences at 50 nucleotides which worked in my reads but probably didn’t apply to all of them. Luckily my professor edited the reads for us so I no longer had to try to figure out how to edit. 

I decided to compare my edited sequence with the edited sequences of the other reads of octopus to see if there were any clears overlaps I could add on to an end to extend my read. I came up with a lot of hits, but I had to find one that was a clean overlap. I sat down with my professor on how to determine this. I looked at the results screen and tried to find matches in which the match was for the first nucleotide of my original read and for the last nucleotide of the match’s entire sequence. I also had to keep identity and e-value in mind to make sure it was a worthy match. Obviously looking for a high identity and low e-value would be optimal. I was able to find something that fit my perception on a good overlap and extend my read to the left by about 300 nucleotides. I created a new read with the addition of that match and found sequences similar to that new read and repeated the process twice more to extended my read from 880 nucleotides to 1374 nucleotides. Not as long as I wanted the final product to be, but I had no more clean overlaps to add onto my read.
I noticed that I had no matches to the right side of my original read, which was very puzzling. I decided to look for matched specifically to the last 160 nucleotides because I had initially a decent number of matches up to nucleotide at position 727, but not to the very end. I came up with one 20 nucleotide long match in the middle of another read. This was of no use to me. I tried to blast the 160 nucleotides with no results. There was no explanation as to why this last bit of my read had no matches. 


I had to move on with my read that I had though because our end of the year symposium was right around the corner. I went onto the Gene Mark website with my new sequence and pasted it in to be translated and also to look for open reading frames and possible proteins or genes. The results came in rather quickly with three predicted proteins. I was surprised because I had not been able to extend my read very far. I went to the NCBI website to blast my results. I put in each protein sequence individually to see what I could find out about these predicted proteins. All three sequences gave me results but none were too promising. The first had the lowest e-value at 1.7, the second was above 2.0 and the third was higher than 5.0. With an e-value that high it was obvious that this was not random. 

The reason I believe to have gotten this result is because I couldn’t extend my read very far. Two of the three reading frames found extend off the end of my read, but without having a sequence to go beyond that, the blast program didn’t have that much of a sequence to go off of. Extension on only one side was definitely the cause of this. Even if I could only extend each side by three reads, I could have easily had a 2000 nucleotide long read which may have made the protein sequence longer to make the matches obtained from blast a little more accurate. A longer match would have made the chance of that particular sequence being in that particular order much lower. I am not convinced that there are not proteins in my read, but until I am able to extend my read further, it’s hard to tell.

For the future I hope to find out what it was that was so significant about the last 160 nucleotides that made some of the matching sequences stop at that particular location of my read. I also hope to be able to extend the right side of my read even more because I would like to have the complete reading frame in my contig. I feel that by extending the read I will be able to get a lower e-value for the protein matches, to get some concrete results, and not just another Metagenome letdown.

For pictures of results, please view my slideshow. They’re on my other computer 2 hours away. I went home for the summer and left my computer in my apartment. Smart huh?!?

